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Data and report from user studies – 
Year 2 

1 Objectives of the Deliverable 
The objective of WP8 is to collect user edits from users who can perform bilingual post-editing in a 
volunteer or community collaboration context. This WP is also used to evaluate the impact of the 
Acrolinx rules on post-editing productivity. 

The main objective of this deliverable is to provide the second revision on the expected requirements 
and specifications of bilingual post-editing experiments (functional and operational, and the 
corresponding evaluation criteria, protocols and metrics), in particular details concerning the 
bilingual post-editing experiments of year 2 (TWB and Symantec experiments, methodology, results).  

2 Methodology for Post-editing 
The language pair used during this year’s post-editing experiments are English to French, French to 
English (TWB) and English to German (Symantec). This year, the content used for Symantec’s post-
editing task was a set of user posts taken from the English Norton forum (English to German). The 
content used for TWB’s post-editing task was taken from factsheets and field reports, which were 
issued by Action Contre la Faim (French to English) and AMREF (English to French).   

This year, Symantec carried out both bilingual and monolingual post-editing tasks with pre-edited 
content as source, using the same MT baseline. The TWB community participated in two new 
experiments. The first one (second in total) added new texts for English-French and a new language 
combination (French to English). The other experiment of 2013 (i.e. third in total) began in November 
and focused on bilingual post-editing tasks, with pre-edited content as source. Each task contained 
around 500 words in every experiment and the same texts were used between experiment 2 and 
experiment 3, in order to be able to compare the results between both experiments. The third 
experiment’s tasks will remain available on the portal until the next experiment is run, in order to 
enable the TWB community members to participate when possible and post-edit as many tasks as 
they want, in both language combinations.  

The tools used for these experiments are: the ACCEPT post-editing portal (Symantec and TWB) and 
the Acrolinx plug-in with the TWB pre-editing rules (first set of rules, see Deliverable D2.2) for TWB’s 
third experiment. A user guide entitled “Pre-editing User Guide” was sent to the TWB volunteers to 
carry out the pre-editing session as smoothly as possible. Three volunteers for each language agreed 
to pre-edit English and French texts. 

The volume of words which was presented to the communities of post-editors for each experiment 
was the following:  

- Year 2 experiment, Group A (Symantec): 2,090 words per post-editor 
- Year 2 experiment, Group B (Symantec): 2,115 words per post-editor 
- Year 1, experiment 1 EN-FR (TWB): 14,546 words 
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- Year 2, experiment 2 EN-FR (TWB): 12,719 words 
- Year 2, experiment 2 FR-EN (TWB): 10,446 words 
- Year 2, experiment 3 FR-EN (TWB): 3,514 words. 

3 Resources 
Table 1 shows the number of participants in the post-editing experiments, who answered the 
pre-task questionnaire.  

    FR-EN EN-FR EN-DE 

Symantec Monolingual N/A N/A  1 
Bilingual N/A N/A  17 

TWB Monolingual 16 1 N/A 
Bilingual 30 13 N/A 

Table 1: Participants in the post-editing experiments 

4 Pre-task Questionnaire Analysis 

4.1  Methodology 
In order to obtain our community members’ sentiments towards machine translation, some 
questions were added to the pre-task questionnaire during the year. Symantec used this new version 
for the 2013 post-editing experiment. TWB members answered the first version of the questionnaire 
during the second experiment and the new one during the third experiment. As a result, the analysis 
of the pre-task questionnaire answers integrates both versions. Some questions regarding 
geographical data and degree of commitment to the community were removed from the 
questionnaire and will not be analyzed in this deliverable. The first version of the questionnaire can 
be found in deliverable D8.1.1 (year 1).The new questions are the following ones: 

- What is your level of proficiency in your working language? (Please use the Common 
European Framework of Reference for Languages to indicate your level of proficiency: 
http://en.wikipedia.org/wiki/Common_European_Framework_of_Reference_for_Languages
#Common_reference_levels  

� C2 
� C1 
� B2 
� B1 
� A2 
� A1 

- Please write down the first thought that crosses your mind when you hear the following 
term: “Machine Translation” 

- Please rate your agreement to the following statements on a scale of 1 to 5 (1 = do not 
agree, 2 = rather not agree, 3 = neither nor, 4 = rather agree, 5 = agree):  

- Machine Translation can be useful for NGOs 
- I am motivated to post-edit machine translated texts 

- Please complete the following sentence: “I would correct machine translated texts, if…” 

http://en.wikipedia.org/wiki/Common_European_Framework_of_Reference_for_Languages#Common_reference_levels
http://en.wikipedia.org/wiki/Common_European_Framework_of_Reference_for_Languages#Common_reference_levels
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4.2 User Profile 
The pre-task questionnaire revealed the following. Table 2 (Symantec) shows that out of 18 
participants, 13 (72.2%) were male and 5 (27.8%) were female, with “35-44” as the most represented 
age group with 7 participants (38.8%). Table 3 shows that out of 60 TWB interviewed members, 39 
(65%) were female and 18 (30%) were male, with “over 50” as the most represented age group with 
16 participants (26.7%). 

age female % male % Total % 
18-24 0 0 1 5.6 1 5.6 
25-34 2 11.1 2 11.1 4 22.2 
35-44 1 5.6 6 33.3 7 38.9 
45-54 1 5.6 2 11.1 3 16.7 
55-64 1 5.6 1 5.6 2 11.1 
over 65 0 0 1 5.6 1 5.6 
 Total 5 27.8 13 72.2 18 100 

Table 2: Age and gender distribution (Symantec) 

 

age female % male % not specified % Total % 
18-24 2 3.3 0 0 0 0 2 3.3 
25-30 11 18.3 3 5 0 0 14 23.3 
31-40 9 15 4 6.7 0 0 13 21.7 
41-50 8 13.3 4 6.7 1 1.7 13 21.7 
over 50 7 11.7 7 11.7 2 3.3 16 26.7 
not specified 2 3.3 0 0 0 0 2 3.3 
 Total 39 65 18 30 3 5 60 100 

Table 3: Age and gender distribution (TWB) 

Table 4 shows the self-reported language skills, according to the Cedefop descriptions. A majority of 
members evaluated their English skills as C2 (47%) and C1 (28%), the two most advanced language 
skill categories. The German skills were concentrated on the B and C categories, with 22% of the 
participants rating themselves as B, one of which was a non-native speaker of German. The second 
non-native speaker rated himself as C1. The French skills were concentrated on the C category, with 
57% of members rating their skills with the highest grade and 28.6% with C1.  

 
  English Skills  % German Skills  % French Skills % 
A1 0 0 0 0 0 0 
A2 3 8.3 0 0 0 0 
B1 3 8.3 2 11.1 1 14.3 
B2 3 8.3 2 11.1 0 0 
C1 10 27.8 3 16.7 2 28.6 
C2 17 47.2 11 61.1 4 57.1 
 Total 36 100 18 100 7 100 

Table 4: Language skills distribution (Symantec and TWB) 
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In the Symantec community, 16 (89%) participants were members of the German Norton forum, 4 
(22%) of those were also members of the English forum and one participant was only a member of 
the English Norton forum. All participants had used Norton products before. 17 (94%) participants 
stated that they owned one or more Norton products. 12 (67%) participants confirmed that they had 
asked a question in the Norton forum before and 15 (83%) confirmed that they had provided an 
answer to a question in the Norton forum before. 4 (22%) participants are active as gurus in the 
Norton forum. In the TWB community, 50 out of 60 members are professional translators (83.3%), 
6% are students and 5% are retired. Knowledge level in the healthcare field is divided as follows: 5% 
have a fluent knowledge of the healthcare field, 30% claim to have a good knowledge, 23.3% are 
average, 30% are basic and 5% have no knowledge of the healthcare field.  

5 Evaluation 
This section presents the evaluation results for both Symantec and TWB. The main metric used is 
TER, which provides a quantitative measure of the difference between two texts: thus a high value of 
TER indicates a large difference, and a low value a small one. TER is used to measure three types of 
difference:  

1. MT/PE. By comparing the postedited output (PE) against the raw machine-translated output 
(MT), we obtain an estimate of the amount of work performed by the posteditors. Higher 
values mean larger quantities of work. 

2. PE/Ref Comparing the postedited output against the reference translation (Ref) measures 
the quality of the postedited output. Higher values mean lower quality. 

3. MT/Ref. Similarly, comparing the raw machine-translated output against the reference 
measures the quality of raw MT output. Again, higher values mean lower quality. 

By comparing PE/Ref and MT/Ref, we can obtain a rough estimate of the degree to which 
post-editing improves the raw machine-translated text. 

In most of the experiments, the input text to machine translation was not pre-edited. In one 
experiment, pre-editing was used. By comparing PE/Ref and MT/Ref across sets which were and 
were not pre-edited, we can estimate the effect of pre-editing on machine translation quality. 

Some effort has been made to capture data reflecting the productivity of individual post-editors; in 
some cases, this can be correlated against demographic data for these individuals. One point which 
stands out is that there is extremely variability across the set of post-editors. This makes 
interpretation of some of the results problematic. 

We start by presenting the TER results, then consider productivity and related factors. 

5.1 TER Results  
Table 5 presents TER results for the Symantec data, showing PE versus MT in the first two columns 
and PE against Ref in the last two.. The same results are presented in graphical form in Figure 1. 
There were two groups of post-editors for this Symantec experiment, which we call Group A and 
Group B. They edited similar but not the same content to increase the coverage of forum material 
and obtain a more representative sample. Similar tasks were selected by clustering based on 
characteristics, such as number of words, type-token ratio, etc.  
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The highest and lowest scores for both groups and both types of comparisons are underlined. It is 
evident that comparisons with the reference translations have higher TER scores and thus differ from 
the MT results more, which is due to the fact that they were created without access to the machine 
translated output. For Group A, Editor 1 is the one who changed the MT output the least and is the 
furthest away from the reference translation, while Editor 6 is the one who changed the MT output 
the most and is closest to the reference translation at the same time. For Group B, there does not 
seem to be as clear as a connection between the extent of changes and the closeness to the 
reference translations. For Group A, there is a strong negative correlation between the amount of 
changes and the closeness to the reference translation with a correlation coefficient of -0.7, i.e. the 
more is changed the less the content differs from the reference translation, suggesting that post-
edition improves the quality of translation. For Group B, there is a moderate positive correlation, 
with a coefficient of 0.45, i.e. the more is changed, the more the content differs from the reference 
translation, in contrast suggesting that post-edition slightly degrades the quality of translation.  

This inconsistency can be interpreted in at least two ways. One possibility is that the post-editors in 
Group A are much better than those in Group B; another is that TER is not in fact a very suitable 
measure of the effect of post-editing.  

 Group A (MT vs. 
PE) 

Group B (MT vs. 
PE) 

Group A (PE vs. 
Ref.) 

Group B (PE vs. 
Ref.) 

Editor 1 0.3309 0.3880 0.7838 0.6386 
Editor 2 0.4290 0.5508 0.6772 0.6764 
Editor 3 0.4916 0.415 0.7179 0.6483 
Editor 4 0.4345 0.4684 0.6953 0.6774 
Editor 5 0.4257 0.4219 0.6516 0.5952 
Editor 6 0.5964 0.5299 0.6385 0.6498 
Editor 7 0.4578 0.4125 0.7169 0.7085 
Editor 8 0.4749 0.5254 0.6757 0.7489 
Editor 9 0.4345 0.4956 0.7315 0.7141 
Reference 0.7632 0.7284 n/a n/a 

Table 5: TER results comparing MT output with PE results and PE results with reference translation (Symantec) 
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Figure 1: TER results comparing MT output with PE results and PE results with reference translation (Symantec) 

The four Figures below (2, 3, 4 and 5) summarise TWB’s post-editing experiments. Figure 2 presents 
an overview of the TER results in experiment 1 and experiment 2 for the English to French language 
pair. Figure 3 contrasts the TER results between experiment 2 and experiment 3 for the French to 
English language pair; the important difference here is that experiment 3 was carried out with pre-
editing, while experiment 2 was not. Figures 4 and 5 give a more detailed per-task breakdown of the 
figures. The most obvious conclusions we can draw from these figures are the following: 

1. Comparing Figures 2 and 3, the first thing we can see is that the post-editors made far fewer 
changes in FR-EN than in EN-FR; this is shown by the much lower values for MT/PE (effect of 
post-editing) in Figure 3. This may be due to the fact that FR-EN is an easier language-pair 
than EN-FR, or may reflect differences in the people who carried out the post-editing. The 
fact that there are large differences between MT/REF and PE/REF in EN-FR suggests that the 
second interpretation may be more appropriate.  

2. Pre-editing for FR is useful. This can be seen in the lower (i.e. better) values for the lower 
lines in all the pairs from Figure 3. The difference in the raw MT output, 0.46 versus 0.71, is 
particularly striking. It is worth noting that this large improvement appears despite the fact 
that the reference translations for both experiments were produced for non-pre-edited data; 
normally, using reference translations of this type for pre-edited data tends to deflate 
automatic scores. It is thus likely that the real improvement is even larger than the figures 
apparently indicate. 

 
The detailed differences in Figures 4 and 5 are harder to interpret, though one gains the impression 
that the data used in Experiments 1 and 2 is fairly different (the large divergence between the left- 
and right-hand sides of Figure 4), while that in experiments 2 and 3 is, as intended, fairly similar (the 
left- and right-hand sides in Figure 5 resemble each other). 
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Figure 2: Global TER results evolution between experiment 1 and experiment 2 EN-FR (TWB) 

 

 

Figure 3: Global TER results evolution between experiment 2 and experiment 3 FR-EN (TWB) 
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Figure 4: TER results per task EN-FR (TWB) 

 

Figure 5: TER results per task FR-EN (TWB) 
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5.2 Productivity 
Table 6 presents the Symantec user productivity of all 18 post-editors measured in words (source 
text) per hour split into the two groups (A and B) of post-editors. The “most” productive and the 
‘‘least” productive editors are underlined respectively for each group. Productivity ranged from 348 
words per hour to 2451 words per hour (Group A) and between 528 and 1642 words per hour 
(Group B), with an average of 1093 (Group A) and 979 (Group B) words per hour. There is a weak 
correlation (correlation coefficient = 0.27) between an affiliation with Symantec and productivity as 
measured by words per hour, i.e. if there is an affiliation with Symantec, the productivity increases. 
There is a moderate negative correlation between age and productivity (-0.38); productivity 
decreases with increasing age. As can be seen in figure 6, however, the optimal age for productivity is 
"35-44”. With increasing and decreasing age, productivity decreases gradually. The opposite can be 
observed for knowledge of German and English. Productivity is at its peak on both ends of the 
spectrum, cf. Figure 7. English skills and productivity is not correlated, while there is a weak 
correlation between German skills and productivity (0.23); the better the German skills, the higher 
the productivity.  

 Group A Group B 
Editor 1 2450.74 531.47 
Editor 2 1354.24 1499.75 
Editor 3 522.47 527.90 
Editor 4 348.08 1641.73 
Editor 5 1756.54 1063.41 
Editor 6 840.65 1280.38 
Editor 7 1163.3 742.66 
Editor 8 745.31 903.22 
Editor 9 653.28 616.27 
average 1092.73 978.53 

Table 6: User productivity in words (ST) per hour with the least productive and the most productive participant 
highlighted in each group (Symantec) 

 

 

Figure 6: Productivity (average words per hour) grouped by age (Symantec) 
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Figure 7: Productivity (average words per hour) grouped by English skills (Symantec) 

Figures 8 to 10 represent the average editing time per task in seconds for TWB. Results show that 
some tasks were far more time-consuming than others (cf. task 8, experiment 2 EN-FR and task 6, 
experiment 3 FR-EN). Comparing each task’s productivity with their respective MT vs. PE TER score 
(cf. Figures 4 and 5), we notice that the most time-consuming tasks show a MT vs. PE TER score over 
0.20 for FR-EN and over 0.50 for EN-FR. Compared to experiment 2 average PE time, experiment 3 
average PE time is almost twice as high, whereas experiment 3 was carried out with pre-edited 
content. Many interpretations are possible; the simplest one is that the variability between individual 
post-editors is very high, as is apparent in Table 6, and that this dominates the differences between 
the two experiments. In general, comparisons between experiments using different post-editors are 
suspect, even if the number of post-editors involved is fairly large. This is a methodological point that 
we will be careful to pay attention to in the third year’s work. For this experiment, it should however 
be noted that the results are not yet complete (see Section 2), and more data might still change the 
picture.  
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TOTAL AVERAGE 1879,75 31 min per task 

Figure 9: Productivity (seconds per task), FR-EN second experiment (TWB) 

 

 

TOTAL AVERAGE 3251,75 54 min per task 

Figure 10: Productivity (seconds per task), FR-EN third experiment (TWB) 
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5.3 Error Analysis 
 

 
MT (Group A - Symantec) % MT (Group B - Symantec) % 

Volume 2042 2046 
Accuracy (A) 47.2 38.65 
Language (L) 48.96 58.39 
Terminology (T) 3.84 2.96 
Total 100 100 

 
MT (Experiment 2 FR-EN -TWB) % MT (Experiment 3 FR-EN -TWB) % 

Volume 5213 4201 
Accuracy (A) 34.6 17.3 
Language (L) 27.8 35.2 
Terminology (T) 8.8 14.2 
Style (S) 28.8 33.3 
Total 100 100 

Table 7: Error Distribution in Raw Machine Translated Output 

Table 7 displays the percentage of errors in the raw machine translation output divided into the 
categories “Accuracy”, “Language”, “Terminology” and “Style”. In both Symantec and TWB’s 
experiments, the error distribution evaluation of the machine translated content was carried out by 
volunteer reviewers who compared the MT output to the post-edited content. Errors classified under 
the Accuracy category denote translation errors, which are normally detected by comparing the 
source and target texts (omission/addition, untranslated text, incorrect meaning, etc.). Errors under 
the Language category denote language errors. Usually, these are deviations from generally accepted 
language conventions (punctuation, spelling/typo, and grammar/syntax). Errors classified under the 
Terminology category denote errors due to a bad lexical choice. Usually, these are deviations from 
sector or context specific terminology. Errors under the Style category denote deviations from 
general style required by the text (wrong register, inappropriate level of formality, style conventions 
not followed, unidiomatic usage of target language, etc.). The first part of the table (Symantec) 
shows that the MT output contains more language-related errors than accuracy or terminology-
related errors. The second part of the table, which focuses on TWB machine translated medical 
content, shows that language and style errors are more important in the MT output of the third 
experiment (pre-editing) than in the MT output of the second experiment (no pre-editing), whereas 
accuracy errors drop by 50% from one experiment to the other. The higher percentage of style errors 
in the pre-edited version (experiment 3) could be explained by the fact that the post-editors had the 
non-preedited text as source input: they perhaps corrected the style of the preedited text to fit the 
source text. This is another methodological point we will address in the Year 3 experiments.  

Table 8 shows summarized results of the error annotation of a sample of posteditedcontent for two 
post-editors of group A (Symantec community). Comparing the percentages of errors present in the 
raw MT output (Table 7) and the post-edited output (Table 8), it is evident that the errors that 
remain in the text are predominantly language errors for post-editor 2 and post-editor 3, with a more 
distinct distribution for post-editor 2.  
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 Editor 2 (group A – Symantec) Editor 3 (group A – Symantec) 
Number of sentences 74 71 
Number of words 971 859 
Number of errors 78 86  
Average errors per sentence 1.054 1.211 
Sentences with 0 errors 22 31 
…1 error… 39 18 
…2 errors… 5 8 
…3 errors… 3 10 
…4 errors… 5 3 
…5 errors… 0 1 
Accuracy (A) 15 (19.23%) 30 (34.89%) 
Language (L) 56 (71.79%) 47 (54.65%) 
Lexical choice (Lex) 7 (8.98%) 9 (10.47%) 

Table 8: Error Annotation Results (sample) 

6 User Feedback 
The question “State the first thought that crosses your mind when you hear the following term: 
“machine translation”, resulted in thoughts summarized in Figures 11 and 13, (before the 
post-editing experiment) and Figure 12,(after the post-editing experiment). In both communities, 
Symantec forum users and TWB translators, the answers could be grouped into 3 categories. For the 
community of Symantec forum users, the most obvious categories are: “machine”, “bad” and 
“reaction”, with before the experiment a subcategory of “definition” under “machine”. Regarding the 
community of TWB translators, categories could be grouped as follows: “machine” (thoughts on the 
technology in itself), “translation” (thoughts towards translation) and “reaction” (emotions like fear, 
fascination, etc). A color code was added to classify the statements from the most negative to the 
most positive. Surprisingly, there are only slight changes in Figure 12, where the “defining” category 
vanishes and more exclamations appear under “bad”. It is also interesting to note that before the 
experiment, there were conflicting opinions on whether MT is replacing humans or not (both 
communities), whereas this uncertainty has made room for the realization that MT cannot replace 
humans. In the forum users’ community, those doubts were expressed by participants with a 
background in translation. Surprisingly too, the group where more reticence towards machine 
translation was expected (professional translators) is the group who expressed more positive 
thoughts on the topic.  
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Figure 11: Thought on MT before post-editing in the Symantec community 

 

 

Figure 12: Thought on MT after post-editing in the Symantec community   
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Figure 13: Thought on MT before post-editing in the TWB community 

Figure 14 and Tables 9 and 10 show the results of question 14 (Symantec questionnaire sent before 
and after the post-editing experiment), for which agreement to the following two sentences had to 
be rated on a 5-point scale with 1 = do not agree, 2 = rather not agree, 3 = neither nor, 4 = rather 
agree, 5 = agree:  

A) Machine Translation can be useful in the Norton Forum.  
B) I am motivated to edit machine translated posts. 

Figures 13 and 14 show the results of the following questions (TWB questionnaire sent after the 
post-editing experiment):   

A) Machine translated content won’t be of benefit to the community 
B) Would you edit more content in the future? 

Agreement to sentence A) had to be rated on a 5-point scale with 1 = do not agree, 2 = rather not 
agree, 3 = neither nor, 4 = rather agree, 5 = agree. Question B) was a closed-ended question, with Yes 
and No as the only possible answers.  
Figure 17 displays TWB translators’ motivations in more details, with 12 proposals that they were 
invited to rate as “very important”, “important”, “somewhat important” and “not important at all”.  

As can be seen in Figure 14, the attitude towards the usefulness of Machine Translation in the 
Norton Forum and the motivation to post-edit machine translated posts decreased slightly, with the 
average, however remaining the same. Motivation among the translators’ community is very strong 
with 88.9% of participants willing to edit more content in the future and 66% of them strongly 
disagreeing with the negative statement about usefulness of MT for TWB. Figure 17 also shows that 
the most important motivation for TWB translators is to contribute to improve linguistic technologies 
or other technologies (38% very important and 38% important) and the possibility of the community 

negative neutral positive 
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benefitting in terms of best practices, work experience, etc. (54% important and 31% very 
important). 

 
Figure 14. Usefulness of MT in the forum and motivation to post-edit before and after experiment (Symantec) 

 

 Before % After % 
do not agree 0 0 1 5.56 
rather not agree 3 16.67 6 33.33 
neither nor 1 5.56 1 5.56 
rather agree 8 44.44 7 38.89 
agree 6 33.33 3 16.67 
Total 18 100.00 18 100.00 

Table 9: Usefulness of MT in Norton Forum (Symantec) 

 

 Before % After % 
do not agree 0 0 1 5.56 
rather not agree 2 11.11 5 27.78 
neither nor 5 27.78 2 11.11 
rather agree 4 22.22 3 16.67 
agree 7 38.89 7 38.89 
Total 18 100.00 18 100.00 

Table 10: Motivation to post-edit (Symantec) 
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Figure 15: Usefulness of MT for TWB (after experiment) 

 

 

Figure 16: Motivation to post-edit content in the future in the TWB community (after experiment) 

 

 

Figure 17: Motivation to post-edit content in the future in the TWB community (after experiment) 
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The answers to the question “Finish the following sentence: I would post-edit machine translated 
content if...” are presented below in summarized form in Table 11 (users’ community) and Table 12 
(translators’ community). There were no answer possibilities available to choose from, participants 
were free to give spontaneous answers. Table 12 displays the answers by categories. 7 categories 
were identified among the translators’ community answers. 

Table 11 shows that 12 participants (66.67%) did not change their answer as a result of participating 
in the experiment. The largest share revolved around comprehension, with participants stating that 
they would edit the translations if they were either incomprehensible (to facilitate comprehension), 
or if the translations were already somewhat comprehensible. Although those are opposing reasons, 
it underlines the importance of comprehensibility in the forum. It is interesting to note that both 
participants who had stated that they would correct machine translated content if they knew the 
solution to the problem, changed their answer to ”would correct it if they received some benefit 
from it”, but the participants who had stated their reason would be mistakes in the translations did 
not change their opinion. This suggests that users more interested in language are more likely to 
correct machine translated content as a volunteer. Table 12 shows that 11 participants (50%) stated 
that they would post-edit if the machine translated content was good enough. This answer was 
rather predictable, as professional translators may have been offered post-editing jobs in the course 
of their work. On the contrary, the second most frequent answer is more surprising, with 18.2% of 
interviewees stating that they would post-edit content even if the MT output needed improvement. 
The financial compensation answer was stated only once, a low proportion which was rather 
predictable too, given that participants are mainly TWB volunteer translators.  
 
I would post-edit if… absolute % changes changed to 
…I received payment/ gain. 2 11.11 0  
…I had the time/ it didn’t take too 
long. 

3 16.67 0  

…I knew the solution. 2 11.11 2 …I received payment/ gain. 
…it was already somewhat 
comprehensible. 

2 11.11 0  

...it was incomprehensible. 3 16.67 2 I would not post-edit./ …I had the 
option. 

…I stumbled across it. 1 5.56 0  
…it contained mistakes. 3 16.67 0  
…it helped customers. 1 5.56 1 I would not post-edit. 
I would not post-edit. 1 5.56 1 …it was incomprehensible. 

Table 11: I would post-edit if... (Symantec) 
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absolute % I would post-edit if… 
11 50 the MT output was good enough 
4 18.2 the MT output needed improvement 
2 9.1 clear instructions were given 
2 9.1 the topic was interesting 
1 4.5 I had time 
1 4.5 I received a financial compensation 
1 4.5 I could see the source  

Table 12: I would post-edit if... (TWB) 

In order to capture user sentiment in regards to the User Interface, we included four questions in the 
post-task survey.  

1. Which was the best feature? 
2. Which was the worst feature? 
3. Which feature could be improved? 
4. Which additional feature would you like to see? 
 

The results are summarized in Table 131. The table clearly indicates that showing the source was 
deemed the most important feature and had the highest percentage (77. 8%) of mentions in the 
pre-task survey. User satisfaction in this experiment was good, as can be seen with 11.1% of the 
answers stating that all features were good, 44.4% that there were no bad features, 40% that there is 
not anything that can be improved and 55. 6% that they cannot think of any additional features they 
would like to see. Features of the UI itself that can be easily fixed were the following. For example, it 
was mentioned that it would be desirable to have a bigger window/bigger fonts/avoid scrolling, more 
sophisticated graphics, that tasks should still be visible when completed and that the numbering of 
the same should not be changed. A feature that seemed to cause confusion was the “next” button at 
the end of the task, which can only be used to navigate between segments within a task and not 
between tasks. The spell check was mentioned as being superfluous, too slow and as introducing 
mistakes. Some features that were requested would specifically facilitate translation/revision, such 
as translation options from others, an extra window for testing sentences, displaying the complete 
original (English) text at all times and displaying the (unchanged) machine translated output at all 
times, including windows to an online dictionary or thesaurus and using proofreading symbols. A 
feature requested for community purposes was to include statistics on post-editing progress across 
the community and badges that post-editors could earn online to increase motivation. 

 
  

                                                           
1 The absolute numbers are counts of how many times that particular feature were mentioned, as some 
participants mentioned more than one feature per question. The percentages are thus based on the total 
number of features mentioned per question. 
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Best feature  % Worst feature  % 
Show source 14 77.78 None 8 44.44 
All 2 11.11 Spell checker 5 27.78 
Yellow text highlighting 1 5.56 “Next” button 2 11.11 
Display original source text on the left 1 5.56 Bigger fonts 1 5.56 
Spell-check 1 5.56 Display unchanged source text 1 5.56 
“Previous” and “Next” buttons 1 5.56 Tasks disappear after completion 1 5.56 
Save for later 1 5.56    
      
Feature to be improved  % New feature  % 
None 8 40 None 10 55.56 
Bigger window 2 10 Dictionary/ thesaurus 2 11.11 
More sophisticated graphics 1 5 Toolbar 1 5.56 
Translation options from others 1 5 Extra window for testing sentences 1 5.56 
spelling suggestions 1 5 Statistics/badges 1 5.56 
Unchanged numbering of tasks 1 5 Proofreading symbols 1 5.56 
Show Mt output unchanged 1 5 Show complete English source 1 5.56 
Show complete English source 1 5 No scrolling 1 5.56 
“Next” button 1 5    
Loading speed 1 5    
Window to online dictionary 1 5    
Proofreading symbols 1 5    

Table 13: Sentiment on user interface (Symantec) 

7 Conclusion 
We draw two important conclusions from these experiments, one positive and one negative. On the 
positive side, there seems to be clear evidence, comparing TWB’s Experiments 2 and 3 for FR-EN, 
that pre-edition improves the quality of translation. This must unfortunately be balanced against the 
fact that there are difficult methodological problems to be solved in carrying out post-editing 
experiments, due to the extremely high variability in post-editor performance. This is particularly 
apparent in the Symantec experiments; despite a careful design, Group A and Group B produced 
completely different results, without any clear explanation being apparent. 

The results presented in Section 2 (“Productivity”) go some way towards explaining the variability, 
which is clearly influenced not only by age, gender and language skills (user profile), but also by 
motivation and attitude towards machine translation (user feedback). Comparing user profile data 
and productivity results, three factors in particular seem to have an impact on the Symantec post-
editors’ productivity: the field of knowledge (i.e. affiliation with Symantec), language skills and age. 
Comparing the motivations of the TWB’s community with its productivity and TER results per task, 
we could say that the TWB community is more likely to take time to correct MT errors and improve 
the technology, not only for charitable reasons but also for personal and professional reasons. These 
motivations are reflected in the evaluation of the experiments’ results (high average of post-editing 
time per task, higher level of corrections when the MT output differs more from the reference 
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translation, etc.). The TWB community is also more mature towards machine translation and its 
expectations regarding the MT output is thus very high.  

Next steps: 

A third experiment will be run in the Symantec community with monolingual and bilingual 
post-editing, on pre-edited content. A third post-editing experiment will be run leveraging the 
Symantec community. For this experiment, the post-editing plug-in will be used. 

In year 3, Lexcelera will keep collecting post-editing output and user feedback of the TWB community 
for the English to French third experiment. A fourth experiment will be run, using pre-edited medical 
content, with the second set of pre-editing rules.  
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	Data and report from user studies – Year 2
	1 Objectives of the Deliverable
	The objective of WP8 is to collect user edits from users who can perform bilingual post-editing in a volunteer or community collaboration context. This WP is also used to evaluate the impact of the Acrolinx rules on post-editing productivity.
	The main objective of this deliverable is to provide the second revision on the expected requirements and specifications of bilingual post-editing experiments (functional and operational, and the corresponding evaluation criteria, protocols and metrics), in particular details concerning the bilingual post-editing experiments of year 2 (TWB and Symantec experiments, methodology, results). 
	2 Methodology for Post-editing
	The language pair used during this year’s post-editing experiments are English to French, French to English (TWB) and English to German (Symantec). This year, the content used for Symantec’s post-editing task was a set of user posts taken from the English Norton forum (English to German). The content used for TWB’s post-editing task was taken from factsheets and field reports, which were issued by Action Contre la Faim (French to English) and AMREF (English to French).  
	This year, Symantec carried out both bilingual and monolingual post-editing tasks with pre-edited content as source, using the same MT baseline. The TWB community participated in two new experiments. The first one (second in total) added new texts for English-French and a new language combination (French to English). The other experiment of 2013 (i.e. third in total) began in November and focused on bilingual post-editing tasks, with pre-edited content as source. Each task contained around 500 words in every experiment and the same texts were used between experiment 2 and experiment 3, in order to be able to compare the results between both experiments. The third experiment’s tasks will remain available on the portal until the next experiment is run, in order to enable the TWB community members to participate when possible and post-edit as many tasks as they want, in both language combinations. 
	The tools used for these experiments are: the ACCEPT post-editing portal (Symantec and TWB) and the Acrolinx plug-in with the TWB pre-editing rules (first set of rules, see Deliverable D2.2) for TWB’s third experiment. A user guide entitled “Pre-editing User Guide” was sent to the TWB volunteers to carry out the preediting session as smoothly as possible. Three volunteers for each language agreed to pre-edit English and French texts.
	The volume of words which was presented to the communities of post-editors for each experiment was the following: 
	- Year 2 experiment, Group A (Symantec): 2,090 words per post-editor
	- Year 2 experiment, Group B (Symantec): 2,115 words per post-editor
	- Year 1, experiment 1 EN-FR (TWB): 14,546 words
	- Year 2, experiment 2 EN-FR (TWB): 12,719 words
	- Year 2, experiment 2 FR-EN (TWB): 10,446 words
	- Year 2, experiment 3 FR-EN (TWB): 3,514 words.
	3 Resources
	Table 1 shows the number of participants in the post-editing experiments, who answered the pretask questionnaire. 
	EN-DE
	EN-FR
	FR-EN
	 
	 
	 1
	N/A
	N/A
	Monolingual
	Symantec
	 17
	N/A
	N/A
	Bilingual
	N/A
	1
	16
	Monolingual
	TWB
	N/A
	13
	30
	Bilingual
	Table 1: Participants in the post-editing experiments
	4 Pre-task Questionnaire Analysis
	4.1  Methodology
	4.2 User Profile

	In order to obtain our community members’ sentiments towards machine translation, some questions were added to the pre-task questionnaire during the year. Symantec used this new version for the 2013 post-editing experiment. TWB members answered the first version of the questionnaire during the second experiment and the new one during the third experiment. As a result, the analysis of the pre-task questionnaire answers integrates both versions. Some questions regarding geographical data and degree of commitment to the community were removed from the questionnaire and will not be analyzed in this deliverable. The first version of the questionnaire can be found in deliverable D8.1.1 (year 1).The new questions are the following ones:
	- What is your level of proficiency in your working language? (Please use the Common European Framework of Reference for Languages to indicate your level of proficiency: http://en.wikipedia.org/wiki/Common_European_Framework_of_Reference_for_Languages#Common_reference_levels 
	 C2
	 C1
	 B2
	 B1
	 A2
	 A1
	- Please write down the first thought that crosses your mind when you hear the following term: “Machine Translation”
	- Please rate your agreement to the following statements on a scale of 1 to 5 (1 = do not agree, 2 = rather not agree, 3 = neither nor, 4 = rather agree, 5 = agree): 
	- Machine Translation can be useful for NGOs
	- I am motivated to post-edit machine translated texts
	- Please complete the following sentence: “I would correct machine translated texts, if…”
	The pre-task questionnaire revealed the following. Table 2 (Symantec) shows that out of 18 participants, 13 (72.2%) were male and 5 (27.8%) were female, with “35-44” as the most represented age group with 7 participants (38.8%). Table 3 shows that out of 60 TWB interviewed members, 39 (65%) were female and 18 (30%) were male, with “over 50” as the most represented age group with 16 participants (26.7%).
	%
	Total
	%
	male
	%
	female
	age
	5.6
	1
	5.6
	1
	0
	0
	18-24
	22.2
	4
	11.1
	2
	11.1
	2
	25-34
	38.9
	7
	33.3
	6
	5.6
	1
	35-44
	16.7
	3
	11.1
	2
	5.6
	1
	45-54
	11.1
	2
	5.6
	1
	5.6
	1
	55-64
	5.6
	1
	5.6
	1
	0
	0
	over 65
	100
	18
	72.2
	13
	27.8
	5
	 Total
	Table 2: Age and gender distribution (Symantec)
	%
	Total
	%
	not specified
	%
	male
	%
	female
	age
	3.3
	2
	0
	0
	0
	0
	3.3
	2
	18-24
	23.3
	14
	0
	0
	5
	3
	18.3
	11
	25-30
	21.7
	13
	0
	0
	6.7
	4
	15
	9
	31-40
	21.7
	13
	1.7
	1
	6.7
	4
	13.3
	8
	41-50
	26.7
	16
	3.3
	2
	11.7
	7
	11.7
	7
	over 50
	3.3
	2
	0
	0
	0
	0
	3.3
	2
	not specified
	100
	60
	5
	3
	30
	18
	65
	39
	 Total
	Table 3: Age and gender distribution (TWB)
	Table 4 shows the self-reported language skills, according to the Cedefop descriptions. A majority of members evaluated their English skills as C2 (47%) and C1 (28%), the two most advanced language skill categories. The German skills were concentrated on the B and C categories, with 22% of the participants rating themselves as B, one of which was a non-native speaker of German. The second non-native speaker rated himself as C1. The French skills were concentrated on the C category, with 57% of members rating their skills with the highest grade and 28.6% with C1. 
	%
	French Skills
	%
	German Skills 
	 %
	English Skills
	 
	0
	0
	0
	0
	0
	0
	A1
	0
	0
	0
	0
	8.3
	3
	A2
	14.3
	1
	11.1
	2
	8.3
	3
	B1
	0
	0
	11.1
	2
	8.3
	3
	B2
	28.6
	2
	16.7
	3
	27.8
	10
	C1
	57.1
	4
	61.1
	11
	47.2
	17
	C2
	100
	7
	100
	18
	100
	36
	 Total
	Table 4: Language skills distribution (Symantec and TWB)
	In the Symantec community, 16 (89%) participants were members of the German Norton forum, 4 (22%) of those were also members of the English forum and one participant was only a member of the English Norton forum. All participants had used Norton products before. 17 (94%) participants stated that they owned one or more Norton products. 12 (67%) participants confirmed that they had asked a question in the Norton forum before and 15 (83%) confirmed that they had provided an answer to a question in the Norton forum before. 4 (22%) participants are active as gurus in the Norton forum. In the TWB community, 50 out of 60 members are professional translators (83.3%), 6% are students and 5% are retired. Knowledge level in the healthcare field is divided as follows: 5% have a fluent knowledge of the healthcare field, 30% claim to have a good knowledge, 23.3% are average, 30% are basic and 5% have no knowledge of the healthcare field. 
	5 Evaluation
	5.1 TER Results
	5.2 Productivity
	5.3 Error Analysis

	This section presents the evaluation results for both Symantec and TWB. The main metric used is TER, which provides a quantitative measure of the difference between two texts: thus a high value of TER indicates a large difference, and a low value a small one. TER is used to measure three types of difference: 
	1. MT/PE. By comparing the postedited output (PE) against the raw machine-translated output (MT), we obtain an estimate of the amount of work performed by the posteditors. Higher values mean larger quantities of work.
	2. PE/Ref Comparing the postedited output against the reference translation (Ref) measures the quality of the postedited output. Higher values mean lower quality.
	3. MT/Ref. Similarly, comparing the raw machine-translated output against the reference measures the quality of raw MT output. Again, higher values mean lower quality.
	By comparing PE/Ref and MT/Ref, we can obtain a rough estimate of the degree to which postediting improves the raw machine-translated text.
	In most of the experiments, the input text to machine translation was not pre-edited. In one experiment, pre-editing was used. By comparing PE/Ref and MT/Ref across sets which were and were not pre-edited, we can estimate the effect of pre-editing on machine translation quality.
	Some effort has been made to capture data reflecting the productivity of individual post-editors; in some cases, this can be correlated against demographic data for these individuals. One point which stands out is that there is extremely variability across the set of post-editors. This makes interpretation of some of the results problematic.
	We start by presenting the TER results, then consider productivity and related factors.
	Table 5 presents TER results for the Symantec data, showing PE versus MT in the first two columns and PE against Ref in the last two.. The same results are presented in graphical form in Figure 1. There were two groups of post-editors for this Symantec experiment, which we call Group A and Group B. They edited similar but not the same content to increase the coverage of forum material and obtain a more representative sample. Similar tasks were selected by clustering based on characteristics, such as number of words, type-token ratio, etc. 
	The highest and lowest scores for both groups and both types of comparisons are underlined. It is evident that comparisons with the reference translations have higher TER scores and thus differ from the MT results more, which is due to the fact that they were created without access to the machine translated output. For Group A, Editor 1 is the one who changed the MT output the least and is the furthest away from the reference translation, while Editor 6 is the one who changed the MT output the most and is closest to the reference translation at the same time. For Group B, there does not seem to be as clear as a connection between the extent of changes and the closeness to the reference translations. For Group A, there is a strong negative correlation between the amount of changes and the closeness to the reference translation with a correlation coefficient of -0.7, i.e. the more is changed the less the content differs from the reference translation, suggesting that post-edition improves the quality of translation. For Group B, there is a moderate positive correlation, with a coefficient of 0.45, i.e. the more is changed, the more the content differs from the reference translation, in contrast suggesting that post-edition slightly degrades the quality of translation. 
	This inconsistency can be interpreted in at least two ways. One possibility is that the post-editors in Group A are much better than those in Group B; another is that TER is not in fact a very suitable measure of the effect of post-editing. 
	Group B (PE vs. Ref.)
	Group A (PE vs. Ref.)
	Group B (MT vs. PE)
	Group A (MT vs. PE)
	0.6386
	0.7838
	0.3880
	0.3309
	Editor 1
	0.6764
	0.6772
	0.5508
	0.4290
	Editor 2
	0.6483
	0.7179
	0.415
	0.4916
	Editor 3
	0.6774
	0.6953
	0.4684
	0.4345
	Editor 4
	0.5952
	0.6516
	0.4219
	0.4257
	Editor 5
	0.6498
	0.6385
	0.5299
	0.5964
	Editor 6
	0.7085
	0.7169
	0.4125
	0.4578
	Editor 7
	0.7489
	0.6757
	0.5254
	0.4749
	Editor 8
	0.7141
	0.7315
	0.4956
	0.4345
	Editor 9
	n/a
	n/a
	0.7284
	0.7632
	Reference
	Table 5: TER results comparing MT output with PE results and PE results with reference translation (Symantec)
	/
	Figure 1: TER results comparing MT output with PE results and PE results with reference translation (Symantec)
	The four Figures below (2, 3, 4 and 5) summarise TWB’s post-editing experiments. Figure 2 presents an overview of the TER results in experiment 1 and experiment 2 for the English to French language pair. Figure 3 contrasts the TER results between experiment 2 and experiment 3 for the French to English language pair; the important difference here is that experiment 3 was carried out with pre-editing, while experiment 2 was not. Figures 4 and 5 give a more detailed per-task breakdown of the figures. The most obvious conclusions we can draw from these figures are the following:
	1. Comparing Figures 2 and 3, the first thing we can see is that the post-editors made far fewer changes in FR-EN than in EN-FR; this is shown by the much lower values for MT/PE (effect of post-editing) in Figure 3. This may be due to the fact that FR-EN is an easier language-pair than EN-FR, or may reflect differences in the people who carried out the post-editing. The fact that there are large differences between MT/REF and PE/REF in EN-FR suggests that the second interpretation may be more appropriate. 
	2. Pre-editing for FR is useful. This can be seen in the lower (i.e. better) values for the lower lines in all the pairs from Figure 3. The difference in the raw MT output, 0.46 versus 0.71, is particularly striking. It is worth noting that this large improvement appears despite the fact that the reference translations for both experiments were produced for non-pre-edited data; normally, using reference translations of this type for pre-edited data tends to deflate automatic scores. It is thus likely that the real improvement is even larger than the figures apparently indicate.
	The detailed differences in Figures 4 and 5 are harder to interpret, though one gains the impression that the data used in Experiments 1 and 2 is fairly different (the large divergence between the left- and right-hand sides of Figure 4), while that in experiments 2 and 3 is, as intended, fairly similar (the left- and right-hand sides in Figure 5 resemble each other).
	/
	Figure 2: Global TER results evolution between experiment 1 and experiment 2 EN-FR (TWB)
	/
	Figure 3: Global TER results evolution between experiment 2 and experiment 3 FR-EN (TWB)
	/
	Figure 4: TER results per task EN-FR (TWB)
	/
	Figure 5: TER results per task FR-EN (TWB)
	Table 6 presents the Symantec user productivity of all 18 post-editors measured in words (source text) per hour split into the two groups (A and B) of post-editors. The “most” productive and the ‘‘least” productive editors are underlined respectively for each group. Productivity ranged from 348 words per hour to 2451 words per hour (Group A) and between 528 and 1642 words per hour (Group B), with an average of 1093 (Group A) and 979 (Group B) words per hour. There is a weak correlation (correlation coefficient = 0.27) between an affiliation with Symantec and productivity as measured by words per hour, i.e. if there is an affiliation with Symantec, the productivity increases. There is a moderate negative correlation between age and productivity (-0.38); productivity decreases with increasing age. As can be seen in figure 6, however, the optimal age for productivity is "35-44”. With increasing and decreasing age, productivity decreases gradually. The opposite can be observed for knowledge of German and English. Productivity is at its peak on both ends of the spectrum, cf. Figure 7. English skills and productivity is not correlated, while there is a weak correlation between German skills and productivity (0.23); the better the German skills, the higher the productivity. 
	Group B
	Group A
	531.47
	2450.74
	Editor 1
	1499.75
	1354.24
	Editor 2
	527.90
	522.47
	Editor 3
	1641.73
	348.08
	Editor 4
	1063.41
	1756.54
	Editor 5
	1280.38
	840.65
	Editor 6
	742.66
	1163.3
	Editor 7
	903.22
	745.31
	Editor 8
	616.27
	653.28
	Editor 9
	978.53
	1092.73
	average
	Table 6: User productivity in words (ST) per hour with the least productive and the most productive participant highlighted in each group (Symantec)
	/
	Figure 6: Productivity (average words per hour) grouped by age (Symantec)
	/
	Figure 7: Productivity (average words per hour) grouped by English skills (Symantec)
	Figures 8 to 10 represent the average editing time per task in seconds for TWB. Results show that some tasks were far more time-consuming than others (cf. task 8, experiment 2 EN-FR and task 6, experiment 3 FR-EN). Comparing each task’s productivity with their respective MT vs. PE TER score (cf. Figures 4 and 5), we notice that the most time-consuming tasks show a MT vs. PE TER score over 0.20 for FR-EN and over 0.50 for EN-FR. Compared to experiment 2 average PE time, experiment 3 average PE time is almost twice as high, whereas experiment 3 was carried out with pre-edited content. Many interpretations are possible; the simplest one is that the variability between individual post-editors is very high, as is apparent in Table 6, and that this dominates the differences between the two experiments. In general, comparisons between experiments using different post-editors are suspect, even if the number of post-editors involved is fairly large. This is a methodological point that we will be careful to pay attention to in the third year’s work. For this experiment, it should however be noted that the results are not yet complete (see Section 2), and more data might still change the picture. 
	Figure 8: Productivity (seconds per task), EN-FR second experiment (TWB)
	Figure 9: Productivity (seconds per task), FR-EN second experiment (TWB)
	Figure 10: Productivity (seconds per task), FR-EN third experiment (TWB)
	MT (Group B - Symantec) %
	MT (Group A - Symantec) %
	2046
	2042
	Volume
	38.65
	47.2
	Accuracy (A)
	58.39
	48.96
	Language (L)
	2.96
	3.84
	Terminology (T)
	100
	100
	Total
	MT (Experiment 3 FR-EN -TWB) %
	MT (Experiment 2 FR-EN -TWB) %
	4201
	5213
	Volume
	17.3
	34.6
	Accuracy (A)
	35.2
	27.8
	Language (L)
	14.2
	8.8
	Terminology (T)
	33.3
	28.8
	Style (S)
	100
	100
	Total
	Table 7: Error Distribution in Raw Machine Translated Output
	Table 7 displays the percentage of errors in the raw machine translation output divided into the categories “Accuracy”, “Language”, “Terminology” and “Style”. In both Symantec and TWB’s experiments, the error distribution evaluation of the machine translated content was carried out by volunteer reviewers who compared the MT output to the post-edited content. Errors classified under the Accuracy category denote translation errors, which are normally detected by comparing the source and target texts (omission/addition, untranslated text, incorrect meaning, etc.). Errors under the Language category denote language errors. Usually, these are deviations from generally accepted language conventions (punctuation, spelling/typo, and grammar/syntax). Errors classified under the Terminology category denote errors due to a bad lexical choice. Usually, these are deviations from sector or context specific terminology. Errors under the Style category denote deviations from general style required by the text (wrong register, inappropriate level of formality, style conventions not followed, unidiomatic usage of target language, etc.). The first part of the table (Symantec) shows that the MT output contains more language-related errors than accuracy or terminology-related errors. The second part of the table, which focuses on TWB machine translated medical content, shows that language and style errors are more important in the MT output of the third experiment (pre-editing) than in the MT output of the second experiment (no pre-editing), whereas accuracy errors drop by 50% from one experiment to the other. The higher percentage of style errors in the pre-edited version (experiment 3) could be explained by the fact that the post-editors had the non-preedited text as source input: they perhaps corrected the style of the preedited text to fit the source text. This is another methodological point we will address in the Year 3 experiments. 
	Table 8 shows summarized results of the error annotation of a sample of posteditedcontent for two post-editors of group A (Symantec community). Comparing the percentages of errors present in the raw MT output (Table 7) and the post-edited output (Table 8), it is evident that the errors that remain in the text are predominantly language errors for post-editor 2 and post-editor 3, with a more distinct distribution for post-editor 2. 
	Table 8: Error Annotation Results (sample)
	6 User Feedback
	The question “State the first thought that crosses your mind when you hear the following term: “machine translation”, resulted in thoughts summarized in Figures 11 and 13, (before the postediting experiment) and Figure 12,(after the post-editing experiment). In both communities, Symantec forum users and TWB translators, the answers could be grouped into 3 categories. For the community of Symantec forum users, the most obvious categories are: “machine”, “bad” and “reaction”, with before the experiment a subcategory of “definition” under “machine”. Regarding the community of TWB translators, categories could be grouped as follows: “machine” (thoughts on the technology in itself), “translation” (thoughts towards translation) and “reaction” (emotions like fear, fascination, etc). A color code was added to classify the statements from the most negative to the most positive. Surprisingly, there are only slight changes in Figure 12, where the “defining” category vanishes and more exclamations appear under “bad”. It is also interesting to note that before the experiment, there were conflicting opinions on whether MT is replacing humans or not (both communities), whereas this uncertainty has made room for the realization that MT cannot replace humans. In the forum users’ community, those doubts were expressed by participants with a background in translation. Surprisingly too, the group where more reticence towards machine translation was expected (professional translators) is the group who expressed more positive thoughts on the topic. 
	/
	Figure 11: Thought on MT before post-editing in the Symantec community
	/
	Figure 12: Thought on MT after post-editing in the Symantec community 
	/
	Figure 13: Thought on MT before post-editing in the TWB community
	Figure 14 and Tables 9 and 10 show the results of question 14 (Symantec questionnaire sent before and after the post-editing experiment), for which agreement to the following two sentences had to be rated on a 5-point scale with 1 = do not agree, 2 = rather not agree, 3 = neither nor, 4 = rather agree, 5 = agree: 
	A) Machine Translation can be useful in the Norton Forum. 
	B) I am motivated to edit machine translated posts.
	Figures 13 and 14 show the results of the following questions (TWB questionnaire sent after the post-editing experiment):  
	A) Machine translated content won’t be of benefit to the community
	B) Would you edit more content in the future?
	Agreement to sentence A) had to be rated on a 5-point scale with 1 = do not agree, 2 = rather not agree, 3 = neither nor, 4 = rather agree, 5 = agree. Question B) was a closed-ended question, with Yes and No as the only possible answers. 
	Figure 17 displays TWB translators’ motivations in more details, with 12 proposals that they were invited to rate as “very important”, “important”, “somewhat important” and “not important at all”. 
	As can be seen in Figure 14, the attitude towards the usefulness of Machine Translation in the Norton Forum and the motivation to post-edit machine translated posts decreased slightly, with the average, however remaining the same. Motivation among the translators’ community is very strong with 88.9% of participants willing to edit more content in the future and 66% of them strongly disagreeing with the negative statement about usefulness of MT for TWB. Figure 17 also shows that the most important motivation for TWB translators is to contribute to improve linguistic technologies or other technologies (38% very important and 38% important) and the possibility of the community benefitting in terms of best practices, work experience, etc. (54% important and 31% very important).
	/
	Figure 14. Usefulness of MT in the forum and motivation to post-edit before and after experiment (Symantec)
	%
	After
	%
	Before
	5.56
	1
	0
	0
	do not agree
	33.33
	6
	16.67
	3
	rather not agree
	5.56
	1
	5.56
	1
	neither nor
	38.89
	7
	44.44
	8
	rather agree
	16.67
	3
	33.33
	6
	agree
	100.00
	18
	100.00
	18
	Total
	Table 9: Usefulness of MT in Norton Forum (Symantec)
	%
	After
	%
	Before
	5.56
	1
	0
	0
	do not agree
	27.78
	5
	11.11
	2
	rather not agree
	11.11
	2
	27.78
	5
	neither nor
	16.67
	3
	22.22
	4
	rather agree
	38.89
	7
	38.89
	7
	agree
	100.00
	18
	100.00
	18
	Total
	Table 10: Motivation to post-edit (Symantec)
	/
	Figure 15: Usefulness of MT for TWB (after experiment)
	/
	Figure 16: Motivation to post-edit content in the future in the TWB community (after experiment)
	/
	Figure 17: Motivation to post-edit content in the future in the TWB community (after experiment)
	The answers to the question “Finish the following sentence: I would post-edit machine translated content if...” are presented below in summarized form in Table 11 (users’ community) and Table 12 (translators’ community). There were no answer possibilities available to choose from, participants were free to give spontaneous answers. Table 12 displays the answers by categories. 7 categories were identified among the translators’ community answers.
	Table 11 shows that 12 participants (66.67%) did not change their answer as a result of participating in the experiment. The largest share revolved around comprehension, with participants stating that they would edit the translations if they were either incomprehensible (to facilitate comprehension), or if the translations were already somewhat comprehensible. Although those are opposing reasons, it underlines the importance of comprehensibility in the forum. It is interesting to note that both participants who had stated that they would correct machine translated content if they knew the solution to the problem, changed their answer to ”would correct it if they received some benefit from it”, but the participants who had stated their reason would be mistakes in the translations did not change their opinion. This suggests that users more interested in language are more likely to correct machine translated content as a volunteer. Table 12 shows that 11 participants (50%) stated that they would post-edit if the machine translated content was good enough. This answer was rather predictable, as professional translators may have been offered post-editing jobs in the course of their work. On the contrary, the second most frequent answer is more surprising, with 18.2% of interviewees stating that they would post-edit content even if the MT output needed improvement. The financial compensation answer was stated only once, a low proportion which was rather predictable too, given that participants are mainly TWB volunteer translators. 
	changed to
	changes
	%
	absolute
	I would post-edit if…
	0
	11.11
	2
	…I received payment/ gain.
	0
	16.67
	3
	…I had the time/ it didn’t take too long.
	…I received payment/ gain.
	2
	11.11
	2
	…I knew the solution.
	0
	11.11
	2
	…it was already somewhat comprehensible.
	I would not post-edit./ …I had the option.
	2
	16.67
	3
	...it was incomprehensible.
	0
	5.56
	1
	…I stumbled across it.
	0
	16.67
	3
	…it contained mistakes.
	I would not post-edit.
	1
	5.56
	1
	…it helped customers.
	…it was incomprehensible.
	1
	5.56
	1
	I would not post-edit.
	Table 11: I would post-edit if... (Symantec)
	I would post-edit if…
	%
	absolute
	the MT output was good enough
	50
	11
	the MT output needed improvement
	18.2
	4
	clear instructions were given
	9.1
	2
	the topic was interesting
	9.1
	2
	I had time
	4.5
	1
	I received a financial compensation
	4.5
	1
	I could see the source 
	4.5
	1
	Table 12: I would post-edit if... (TWB)
	In order to capture user sentiment in regards to the User Interface, we included four questions in the post-task survey. 
	1. Which was the best feature?
	2. Which was the worst feature?
	3. Which feature could be improved?
	4. Which additional feature would you like to see?
	The results are summarized in Table 13. The table clearly indicates that showing the source was deemed the most important feature and had the highest percentage (77. 8%) of mentions in the pretask survey. User satisfaction in this experiment was good, as can be seen with 11.1% of the answers stating that all features were good, 44.4% that there were no bad features, 40% that there is not anything that can be improved and 55. 6% that they cannot think of any additional features they would like to see. Features of the UI itself that can be easily fixed were the following. For example, it was mentioned that it would be desirable to have a bigger window/bigger fonts/avoid scrolling, more sophisticated graphics, that tasks should still be visible when completed and that the numbering of the same should not be changed. A feature that seemed to cause confusion was the “next” button at the end of the task, which can only be used to navigate between segments within a task and not between tasks. The spell check was mentioned as being superfluous, too slow and as introducing mistakes. Some features that were requested would specifically facilitate translation/revision, such as translation options from others, an extra window for testing sentences, displaying the complete original (English) text at all times and displaying the (unchanged) machine translated output at all times, including windows to an online dictionary or thesaurus and using proofreading symbols. A feature requested for community purposes was to include statistics on post-editing progress across the community and badges that post-editors could earn online to increase motivation.
	%
	Worst feature
	%
	Best feature
	44.44
	8
	None
	77.78
	14
	Show source
	27.78
	5
	Spell checker
	11.11
	2
	All
	11.11
	2
	“Next” button
	5.56
	1
	Yellow text highlighting
	5.56
	1
	Bigger fonts
	5.56
	1
	Display original source text on the left
	5.56
	1
	Display unchanged source text
	5.56
	1
	Spell-check
	5.56
	1
	Tasks disappear after completion
	5.56
	1
	“Previous” and “Next” buttons
	5.56
	1
	Save for later
	%
	New feature
	%
	Feature to be improved
	55.56
	10
	None
	40
	8
	None
	11.11
	2
	Dictionary/ thesaurus
	10
	2
	Bigger window
	5.56
	1
	Toolbar
	5
	1
	More sophisticated graphics
	5.56
	1
	Extra window for testing sentences
	5
	1
	Translation options from others
	5.56
	1
	Statistics/badges
	5
	1
	spelling suggestions
	5.56
	1
	Proofreading symbols
	5
	1
	Unchanged numbering of tasks
	5.56
	1
	Show complete English source
	5
	1
	Show Mt output unchanged
	5.56
	1
	No scrolling
	5
	1
	Show complete English source
	5
	1
	“Next” button
	5
	1
	Loading speed
	5
	1
	Window to online dictionary
	5
	1
	Proofreading symbols
	Table 13: Sentiment on user interface (Symantec)
	7 Conclusion
	We draw two important conclusions from these experiments, one positive and one negative. On the positive side, there seems to be clear evidence, comparing TWB’s Experiments 2 and 3 for FR-EN, that pre-edition improves the quality of translation. This must unfortunately be balanced against the fact that there are difficult methodological problems to be solved in carrying out post-editing experiments, due to the extremely high variability in post-editor performance. This is particularly apparent in the Symantec experiments; despite a careful design, Group A and Group B produced completely different results, without any clear explanation being apparent.
	The results presented in Section 2 (“Productivity”) go some way towards explaining the variability, which is clearly influenced not only by age, gender and language skills (user profile), but also by motivation and attitude towards machine translation (user feedback). Comparing user profile data and productivity results, three factors in particular seem to have an impact on the Symantec post-editors’ productivity: the field of knowledge (i.e. affiliation with Symantec), language skills and age. Comparing the motivations of the TWB’s community with its productivity and TER results per task, we could say that the TWB community is more likely to take time to correct MT errors and improve the technology, not only for charitable reasons but also for personal and professional reasons. These motivations are reflected in the evaluation of the experiments’ results (high average of post-editing time per task, higher level of corrections when the MT output differs more from the reference translation, etc.). The TWB community is also more mature towards machine translation and its expectations regarding the MT output is thus very high. 
	Next steps:
	A third experiment will be run in the Symantec community with monolingual and bilingual postediting, on pre-edited content. A third post-editing experiment will be run leveraging the Symantec community. For this experiment, the post-editing plug-in will be used.
	In year 3, Lexcelera will keep collecting post-editing output and user feedback of the TWB community for the English to French third experiment. A fourth experiment will be run, using pre-edited medical content, with the second set of pre-editing rules. 

